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Abstract

Fixed-budget robustness evaluation can select the wrong
frozen vision encoder. An encoder that survives a shallow
attack may lose most of that robustness when the same evalu-
ation is strengthened. We ask whether the shallow evaluation
contains enough information to identify this budget fragility.
For each clean-correct sample, the evaluation records the clean
pairwise margin, the first-order linearized margin-drop scale,
the margin drop from a clean-start one-step attack, and the
drop reached by an iterative attack. Normalizing by that scale
gives three margin-drop coordinates capturing clean margin
slack, one-step shortfall, and drift, where drift is the addi-
tional normalized margin drop the iterative attack reaches
beyond the one-step perturbation. Together, they reconstruct
the normalized post-attack margin and therefore the pass-or-
fail outcome. Across 42 pretrained frozen vision encoders, the
shallow survival rate carries essentially no rank information
about subsequent PGD-10 to PGD-200 collapse, at Spear-
man −0.006, while the median shallow drift coordinate ranks
the same collapse at +0.811. The result persists in a held-out
encoder pool and under an ℓ∞ evaluation. With deep evalua-
tion limited to 11 encoders, ranking by shallow drift recovers
11 of the 17 high-collapse encoders, compared with 5 un-
der survival-rate ranking. The full coordinate decomposition
further distinguishes cases that share the same fixed-budget
residual but diverge at deeper budgets, and separates margin
repair from drift repair under interventions, revealing distinct
repair paths that endpoint robustness alone does not identify.

1 Introduction
A fixed-budget robustness evaluation can rank the wrong
encoder. Its survival rate reports performance under the
stated attack, but the ordering may change when the attack is
strengthened. In our 42-encoder pool, ViT-B/16 has 60.1%
survival under a 10-step PGD evaluation and 8.4% under a
200-step evaluation, whereas DINO ViT-S/16 loses only 2.0
percentage points under the same strengthening. An encoder
that appears competitive under a shallow attack can therefore
be highly fragile to evaluation budget.

Pretrained vision encoders are screened across model
zoos (Goldblum et al. 2023) and reused as compo-
nents of larger systems, including vision-language models,
vision-language-action policies, and downstream perception
pipelines (Liu et al. 2023; Zitkovich et al. 2023; Schlarmann
et al. 2024). Adversarial robustness evaluation is compu-

tationally expensive, so broad evaluations use bounded at-
tack configurations or reduced evaluation sets. Battle of the
Backbones uses 20-step PGD for its ImageNet adversarial-
robustness comparison (Goldblum et al. 2023). Robust CLIP
restricts adversarial evaluation to 1,000 samples per dataset
and reports only clean performance for its larger LLaVA-13B
evaluation because of the computational cost of adversarial
robustness evaluation (Schlarmann et al. 2024). We write
PGD-k × r for a k-step PGD evaluation with r restarts
per step-size setting. In our pool, increasing the budget from
PGD-10×5 toPGD-200×5 raises the recorded attack-loop
time from 2.15 to 41.03GPU-hours. The practical question is
whether shallow evaluation can support initial model screen-
ing when model rankings may shift as the evaluation bud-
get increases, which affects the validity of robustness-based
safety assessment.

We find that the shallow evaluation record contains more
information than its survival rate. For each clean-correct sam-
ple, it contains four quantities, which are the clean pairwise
margin between the true class and its clean nearest competi-
tor, a first-order attack scaleLp, the margin drop reached by a
clean-start one-step perturbation, and the drop reached by the
iterative attack. Here Lp is the largest margin drop predicted
by the clean-point linearization within the stated threat set.
Expressing the margin quantities in units of Lp gives three
margin-drop coordinates, which are margin slack λ, one-step
shortfall κ, and drift ρ. Drift measures the additional normal-
ized margin drop reached by the iterative attack beyond the
one-step perturbation. The coordinates reconstruct the nor-
malized post-attack margin,

m = λ+ κ− 1− ρ,

and the sample survives the stated attack when m > 0. The
survival rate keeps only the fraction of samples that satisfy
this condition, while the coordinates retain how each post-
attack margin is formed. For a fixed threat set, λ and κ are
determined by the clean and one-step record, while ρ changes
with the iterative evaluation budget. Figure 1 illustrates the
coordinates and the corresponding survival-margin ledger on
a real ViT-B/16 sample.

Across the 42 pretrained frozen vision encoders, median
shallow drift ρ̄10 ranks the collapse from PGD-10 × 5 to
PGD-200 × 5 at Spearman +0.811, while the shallow sur-
vival rate carries essentially no rank information for the same
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Figure 1: Coordinate decomposition of measured margin drop. (Left) Normalized fixed-competitor pairwise margin over a
two-dimensional slice of the ℓ2 threat set for a real ViT-B/16 sample. The two in-plane axes are signed input-space coordinates,
with α along the first-order attack direction at the clean point and β along the component of the selected PGD perturbation
orthogonal to it, while the surface height is the normalized margin. Because the two directions are orthonormal, the dashed
circle α2 + β2 = ε2, with ε = 0.25, is the threat-set boundary. Blue, orange, and red mark the clean input, the one-step
perturbation, and the selected iterative perturbation. The coordinate κ is the normalized shortfall of the realized one-step drop
relative to the first-order prediction, while drift ρ is the additional normalized drop reached by the iterative attack beyond the
one-step perturbation. The left panel shows the geometry orthogonal to the first-order attack direction associated with this
drift. (Right) The same recorded quantities give the clean margin slack λ and reconstruct the normalized post-attack margin
m = λ+ κ− 1− ρ, so the sample survives the stated attack when m > 0.

target at−0.006. The result holds on a held-out encoder pool,
under an ℓ∞ evaluation, and across restart, solver, dynamic-
competitor, and family-aware checks. With deep evaluation
limited to 11 of the 42 encoders, drift ranking recovers 11
of the 17 encoders that lose at least 20 percentage points,
compared with 5 under survival-rate ranking. The full co-
ordinate decomposition also distinguishes fixed-budget out-
comes with different shortfall and drift structures. In inter-
vention studies on ViT-B/16 and Swin-B, the coordinates
separate margin repair from drift repair and reveal mech-
anism differences that endpoint robustness alone does not
distinguish.

Our contributions are:
• We introduce per-sample margin-drop coordinates for

clean margin slack, one-step shortfall, and drift on a com-
mon first-order scale. The coordinates reconstruct fixed-
budget survival and isolate drift as the coordinate that
changes with the iterative evaluation budget.

• We evaluate shallow drift across 42 pretrained frozen vi-
sion encoders. Median shallow drift consistently ranks
cross-budget collapse across held-out encoders, an ℓ∞
evaluation, solver and restart variants, dynamic competi-
tor recomputation, and family-aware uncertainty analysis.
Drift-based ranking also identifies more high-collapse en-
coders when deep-evaluation capacity is limited.

• We use the full coordinate decomposition to distinguish
fixed-budget outcomes with different margin-drop struc-
tures and to evaluate repair interventions through changes
in margin slack, drift, and the full survival margin.

2 Margin-Drop Coordinates
2.1 Evaluation record and normalization
Let f be a frozen encoder and h a linear head producing
logits z = h(f(x)) ∈ RK . A sample (x, y) is clean-correct
if argmaxj zj(x) = y. For each clean-correct sample, we
fix the clean nearest competitor

k⋆ = argmax
j ̸=y

zj(x)

and define the fixed-competitor pairwise margin

Gk⋆
(u) = zy(u)− zk⋆

(u). (1)

We write
M = Gk⋆(x)

for the clean margin and keep k⋆ fixed after perturbation, so
all budget-specific measurements refer to the same pairwise
margin function.

Let
g = ∇xGk⋆

(x)



and letB denote the stated threat set. The clean-start one-step
perturbation is

δFGSM ∈ argmax
δ∈B

−⟨g, δ⟩. (2)

It maximizes the margin decrease predicted by the clean-
point linearization. For an ℓ2 ball,

δFGSM = −ε
g

∥g∥2
,

and for an ℓ∞ ball,

δFGSM = −ε sign(g).

For an iterative budget k, let Ck contain the final per-
turbations returned by all stated PGD restarts and step-size
settings. We select

δ
(k)
PGD ∈ arg max

δ∈Ck∪{δFGSM}
[M −Gk⋆(x+ δ)] . (3)

Thus the budget-k record selects the largest measured mar-
gin drop among the final PGD endpoints and the one-step
candidate.

The resulting sample-level record contains four quantities:

M = Gk⋆(x), (4)
Lp = −⟨g, δFGSM⟩, (5)

DFGSM = M −Gk⋆
(x+ δFGSM), (6)

D
(k)
PGD = M −Gk⋆

(x+ δ
(k)
PGD). (7)

The scale Lp is the largest margin drop predicted by the
clean-point linearization over B. For an ℓp ball of radius ε,

Lp = ε∥g∥q,
1

p
+

1

q
= 1.

We assume Lp > 0 and exclude samples with zero or nu-
merically zero clean gradient.

The normalization by Lp removes an arbitrary positive
logit scale across independently trained heads. For a fixed
evaluation record, a positive rescaling z 7→ cz with c > 0
gives

(M,Lp, DFGSM, D
(k)
PGD) 7→ c(M,Lp, DFGSM, D

(k)
PGD),

so the normalized coordinates defined below are unchanged.

2.2 Coordinates and fixed-budget survival
For budget k, define

λ =
M

Lp
, (8)

κ =
Lp −DFGSM

Lp
, (9)

ρk =
D

(k)
PGD −DFGSM

Lp
. (10)

Margin slack λ measures the clean margin in units of the
first-order attack scale. One-step shortfall κ measures the
signed difference between the first-order predicted drop and
the realized one-step drop. Positive κmeans that the one-step

perturbation realizes less margin drop than the clean-point
linearization predicts, while negative κ means that it realizes
more.

We call ρk the drift at budget k. It measures the addi-
tional normalized margin drop reached by the iterative at-
tack beyond the one-step perturbation. Because the one-step
candidate is included in Ck ∪ {δFGSM},

ρk ≥ 0.

On 600 saved perturbations, ρ10 tracks the component of the
measured gain orthogonal to the initial attack ray at Spearman
+0.982.

The definitions give

DFGSM = (1− κ)Lp, M = λLp,

D
(k)
PGD = (1− κ+ ρk)Lp.

Therefore,

Gk⋆
(x+δ

(k)
PGD) = M−D

(k)
PGD = Lp(λ+κ−1−ρk). (11)

We define the normalized post-attack survival margin

mk ≡ λ+ κ− 1− ρk. (12)

Since Lp > 0, the sample survives the stated budget-k eval-
uation if and only if

mk > 0.

The corresponding clean-correct conditional retention is

Rk = Pr(mk > 0 |Gk⋆
(x) > 0) . (13)

Thus the survival rate retains only the fraction of samples
whose post-attack margin remains positive, while (λ, κ, ρk)
retains the decomposition of that margin.

2.3 Cross-budget behavior and the net residual
At a fixed threat set and radius, λ and κ are determined
by the clean and one-step record. Only ρk depends on the
iterative evaluation budget. For two budgets k < k′ with
the remaining protocol fixed, define the cross-budget drift
change

∆ρk→k′ = ρk′ − ρk =
D

(k′)
PGD −D

(k)
PGD

Lp
. (14)

The two budget-specific evaluations may be run indepen-
dently, so ∆ρk→k′ compares two evaluation records and can
take either sign.

The survival margins satisfy

mk′ = mk −∆ρk→k′ . (15)

For a sample that survives budget k, so that mk > 0, failure
at budget k′ occurs exactly when

∆ρk→k′ ≥ mk. (16)

The current survival margin therefore specifies how much
additional cross-budget drift change is required to cross the
pairwise decision boundary.



The scalar net residual

τk = ρk − κ =
D

(k)
PGD − Lp

Lp
(17)

compresses the two directional coordinates into a single
quantity. Since

mk = λ− 1− τk,

the pair (λ, τk) reproduces fixed-budget survival. However,
for any c ≥ 0,

(κ, ρk) 7−→ (κ+ c, ρk + c)

leaves both τk and mk unchanged. For example,

(κ, ρk) = (0, 0) and (κ, ρk) = (a, a)

have the same net residual for any a ≥ 0, despite having
different shortfall and drift.

The net residual therefore preserves the fixed-budget out-
come while removing the split between κ and ρk. This split
matters across budgets because the budget change enters the
survival margin through ρk. Section 4 tests whether shallow
drift carries information about later collapse and whether
fixed-budget outcomes with similar residuals can hide differ-
ent deeper-budget behavior.

For encoder-level analyses, an overbar denotes the median
over clean-correct samples of an encoder, as in ρ̄k and τ̄k.

3 Evaluation setup
Our main evaluation uses frozen pretrained vision en-
coders with independently trained linear heads on ImageNet-
100 (Deng et al. 2009). All margin-based quantities use the
fixed clean competitor defined in Section 2. The primary ℓ2
protocol uses radius ε = 0.25 in pixel space [0, 1], and an
additional ℓ∞ evaluation uses ε = 0.375/255. These radii
preserve non-degenerate shallow survival across the encoder
pool, and sensitivity to the evaluation radius is reported in
Appendix D.2.

Models and data. We evaluate 42 frozen pretrained vi-
sion encoders spanning convolutional, transformer, self-
supervised, and multimodal model families, including
ResNet, ConvNeXt, EfficientNet, DenseNet, MobileNet,
Mixer, ViT, DeiT, DeiT3, Swin, DINO, DINOv2, and CLIP.
The pool follows the broad model-zoo setting considered
in prior encoder benchmarks (Goldblum et al. 2023; Tang
et al. 2021). For each encoder, we train a linear classifier
on ImageNet-100 while keeping the representation fixed. All
encoders are evaluated on the same fixed validation subset
of 994 images drawn at 10 images per class. The primary
cross-budget analysis uses all 42 encoders. Analyses that re-
quire variation away from the retention floor use a 40-encoder
analytical subset obtained by excluding two floor-saturated
models whose retention at PGD-50 is below 5%, and these
analyses are marked explicitly. Appendix A lists model fami-
lies, checkpoints, clean accuracies, and per-encoder records,
and Appendix D.4 reports an ImageNet-1K transfer evalua-
tion with retrained 1000-way linear heads, including a 42-
encoder shallow evaluation and an 8-encoder deeper-budget
study.

Attack protocol. The primary shallow evaluation is
PGD-10 × 5, and PGD-200 × 5 serves as the deep ref-
erence. We write PGD-k × r for a k-step PGD evaluation
with r restarts for each step-size setting in the step-size set
{ε/4, ε/10}. For each budget, we pool the final endpoints
returned by all restart and step-size configurations together
with the clean-start one-step perturbation δFGSM, and select
the candidate with the largest fixed-competitor margin drop.
The resulting budget-specific quantity is D(k)

PGD.
We additionally evaluate a lower-cost PGD-10×1 variant

and use PGD-50× 10 for sensitivity analyses and interven-
tion measurements. For the primary ℓ2 protocol, each PGD
step is projected onto the ℓ2 threat set and the perturbed in-
put is clipped to [0, 1]. The ℓ∞ projection, step-size choices,
restart conventions, and additional PGD-500 evaluations are
specified in Appendices C and L, and Appendix J reports the
alignment checks that use standard untargeted cross-entropy
attacks.

Primary statistic and cross-budget target. For every
clean-correct encoder–sample pair, we record M , Lp,
DFGSM, and the budget-specificD(k)

PGD, and derive (λ, κ, ρk)
using Equations 8–10. For encoder e, the primary shallow
statistic is the median drift

ρ̄
(e)
10 = mediani∈Ie ρ10,i,

where Ie contains the clean-correct samples for that encoder.
Let R(e)

k denote the clean-correct conditional pairwise re-
tention defined in Section 2.3. The primary cross-budget
target is the percentage-point retention loss, which we call
cross-budget collapse,

∆R
(e)
10→200 = R

(e)
10 −R

(e)
200.

The main analysis asks whether ρ̄10 ranks ∆R10→200 across
the 42 encoders. Secondary evaluations vary the restart
count, attack solver, threat norm, competitor definition, en-
coder pool, and evaluation radius while preserving the same
margin-drop construction.

4 Shallow drift ranks cross-budget collapse
4.1 Cross-budget ranking
Across the 42-encoder pool, the encoder-level median shal-
low drift ranks the collapse fromPGD-10×5 toPGD-200×
5 at
Spearman(ρ̄10,∆R(PGD-10× 5 → PGD-200× 5))

= +0.811.

Figure 2 contrasts this relationship with the shallow survival
rateR10, whose Spearman correlation with the same collapse
target is −0.006. The normalization matters as much as the
quantity, since on the same full-pool record the raw margin-
drop gap ranks collapse at +0.580 and normalization by the
clean margin gives+0.488, against+0.811 for normalization
by Lp.

Budget-transition measurements connect shallow drift to
the cross-budget relation in Equation 15. On a 20-encoder
transition subset, ρ̄10 ranks the encoder-level median of
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Figure 2: Shallow-budget drift ranks deeper-budget collapse. (Left) Across the 42-encoder ℓ2 evaluation, ρ̄10 ranks
∆R(PGD-10 × 5 → PGD-200 × 5) at Spearman +0.811. (Right) The shallow survival rate R10 has essentially no rank
relationship with the same collapse target.

ρ200 − ρ10 at Spearman +0.884 and ranks ρ̄200 at +0.914.
Encoders with larger shallow drift therefore tend to exhibit
larger cross-budget drift changes as the evaluation budget in-
creases, which directly reduces the survival margin through
Equation 15.

The ranking remains strong across changes in encoder
pool, threat norm, attack solver, restart count, and competitor
definition. Table 1 summarizes the main checks. The held-
out encoder pool gives Spearman +0.882, the ℓ∞ evaluation
gives+0.819, and the family-cluster bootstrap interval for the
primary ℓ2 correlation is [+0.423,+0.945]. The dynamic all-
class check re-selects the competitor at each perturbed input
and gives +0.797.

4.2 Residual compression and cancellation
At the encoder level, the net residual itself has essentially no
rank relationship with cross-budget collapse, at Spearman
−0.013 in Table 1. The net residual τk = ρk − κ can hide
distinct shortfall–drift structures with the same fixed-budget
outcome. A flat sample has low κ and low ρ, whereas a
cancellation sample has high κ and high ρ. Figure 3 shows
that these regimes can have similar net residuals but very
different cross-budget behavior.

Matched encoder pairs show the distinction at the model
level. DINO ViT-S/16 and SwinV2-Tiny differ in τ̄10 by only
0.02, but their ρ̄10 values differ by 0.59 and their cross-budget
collapse differs by 37.4 pp. DeiT-Base and EfficientNet-
B0 show the same pattern, with a 34.9 pp collapse differ-
ence. The complete matched-pair analysis is reported in Ap-
pendix E.

The distinction also remains after matching samples on
their current fixed-budget state. Within a DeiT3 ViT-B/16
band satisfying τ10 ∈ [−0.1,+0.1] and λ ∈ [1.0, 4.0], flat
samples pass PGD-200 at 91.7%, compared with 33.3% for
cancellation samples. The same ordering holds across al-
ternative λ bands. In a five-encoder diagnostic subset span-
ning ρ̄50 ∈ [0.19, 1.87], among samples that already survive
PGD-200, a further PGD-500 evaluation punctures 27.9%
of the cancellation regime, compared with at most 9.9% in

the other regimes. The shortfall–drift structure compressed
by τ therefore corresponds to different behavior as the eval-
uation budget is increased.

4.3 Prioritizing models for deeper evaluation
A practical use of shallow drift is to prioritize which models
receive deeper evaluation. Suppose a model pool has already
been evaluated with the shallow PGD budget, but only a
subset can subsequently be evaluated with the deep budget.
The models most important to identify are those for which
the shallow evaluation is misleading, namely those that later
undergo large cross-budget collapse. In our 42-encoder pool,
17 encoders lose at least 20 percentage points when the eval-
uation is strengthened from PGD-10× 5 to PGD-200× 5.
If 11 encoders can be sent to the deeper evaluation, select-
ing the 11 with largest shallow drift identifies 11 of these
17 budget-fragile encoders, whereas selecting 11 by shallow
survival rate identifies 5.

The final comparison among the selected candidates uses
the deep-budget results, while shallow drift determines which
candidates reach that budget. Across five fragility thresholds
from 10 to 30 percentage points and five deep-evaluation
capacities from 5 to 21 encoders, drift ranking recovers more
budget-fragile encoders than survival-rate ranking in all 70
combinations spanned by three deep budgets, and survival-
rate ranking falls below the uniform random expectation in
54 of them. Appendix C.4 reports the full grid.

5 Evaluating survival-margin repair with
coordinates

The cross-budget analysis uses shallow drift to identify en-
coders whose robustness deteriorates as the evaluation bud-
get increases. We now use the full margin-drop decompo-
sition to measure how robustness interventions change the
survival margin. For c ∈ {λ, κ, ρ,m}, we summarize the
change from baseline to an intervention on matched samples
as

∆c̄ = mediani
(
cafteri − cbeforei

)
.



Table 1: Validation of shallow drift ranking. Correlation rows report Spearman statistics. The family-cluster row reports a
bootstrap interval for the primary correlation.

Check Target Result
Primary evaluation ∆R(PGD-10× 5 → PGD-200× 5) +0.811
One-restart evaluation ∆R(PGD-10× 1 → PGD-200× 5) +0.717
Conditional collapse Pr(fail200 | pass10) +0.669
Family-cluster bootstrap 95% CI for primary Spearman [+0.423,+0.945]
Dynamic all-class margin ∆Rall(PGD-10× 5 → PGD-200× 5) +0.797

Cross-entropy Auto-PGD top-1 ∆R
CE/APGD
top1 (10 → 100) +0.833

ℓ∞ evaluation ∆Rℓ∞(PGD-10× 5 → PGD-100× 5) +0.819
Held-out encoder pool, n = 11 ∆R(PGD-10× 5 → PGD-200× 5) +0.882
ImageNet-1K, n = 8 ∆R(PGD-10 → PGD-200) +0.905
Shallow survival baseline R10 vs. primary collapse −0.006
Net-residual baseline τ̄10 vs. primary collapse −0.013
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Figure 3: Residual compression hides distinct shortfall–drift structure. (Left) Encoder-level coordinates on the n = 40
analytical subset show that similar net residuals can correspond to different drift and cross-budget collapse. (Right) In a DeiT3
ViT-B/16 band matched on τ10 and λ, flat and cancellation samples have sharply different PGD-200 survival.

All quantities within a comparison are measured at the same
PGD budget. Because the median is nonlinear, we measure
∆m̄ directly alongside the component medians. Table 2 re-
ports ∆λ̄, ∆ρ̄, and ∆m̄.

5.1 Intervention setup
We compare two LoRA-based interventions under matched
rank, optimizer, batch size, training budget, and inner-
attack budget. The first applies local-linearity regularization
(LLR) (Qin et al. 2019). The second, denoted Coord, uses
the coordinate-targeted objective

L = Lclean+α[ρ̃θ]
2
++β[κ0−ηκ−κθ]

2
++γ[λ0−ηλ−λθ]

2
+.

Here Lclean is cross-entropy on clean inputs, [a]+ =
max(a, 0), the subscript 0 denotes quantities measured on
the frozen baseline, and θ denotes the LoRA-adapted model
evaluated against the same fixed competitor. The drift term
penalizes a signed training-time estimate of drift, while the

remaining guard terms limit reductions in κ and λ relative to
the baseline. We compute

ρ̃θ =
DPGD,θ −DFGSM,θ

Lp,0
,

using the frozen baseline scale Lp,0. This keeps the normal-
ization fixed while the student parameters are updated. The
tilde distinguishes the signed training-time quantity from
the nonnegative evaluation drift defined by the candidate-
pooling rule in Section 2. Both methods use a 10-step inner
attack. Appendix H provides the training procedure, hyper-
parameters, normalization details, guard-term ablations, and
head-retraining experiments.

5.2 Intervention case studies
ViT-B/16. Coord yields the larger improvement in R50,
and the coordinate changes attribute this ordering to the joint
movement of drift and margin slack. LLR reduces drift more



Table 2: Intervention case studies through survival-margin
coordinates. All robustness and coordinate changes are mea-
sured at PGD-50 × 10 and reported as four-seed means.
∆R50 is the change in pairwise robust retention relative to
the matched baseline.

Encoder Method ∆R50 ∆λ̄ ∆ρ̄50 ∆m̄

ViT-B/16 LLR +27.9 pp +0.079 −0.491 +0.485
ViT-B/16 Coord +33.3 pp +0.400 −0.337 +0.687
Swin-B LLR +7.5 pp −0.601 −1.015 +0.466
Swin-B Coord +25.7 pp +0.003 −0.541 +0.666

than Coord, while gaining almost no margin slack, ∆λ̄ =
+0.079 against+0.400 for Coord, and it produces the smaller
survival-margin change as a result.

ViT-B/16 also provides a deeper cross-budget check. On
the intervention-specific matched split, the baseline has
R10 = 61.2% and R200 = 8.3%, corresponding to a 52.9 pp
collapse. LLR reduces this collapse by 14.0 pp to 38.9 ±
1.9 pp, while Coord reduces it by 17.7 pp to 35.2 ± 0.7 pp.
The Coord-minus-LLR difference in remaining collapse is
−3.73 pp, with paired-bootstrap interval [−5.91,−1.58] pp.
The deeper evaluation therefore preserves the ordering seen
in the PGD-50 survival-margin changes.

Swin-B. Swin-B shows the same trade-off in a sharper
form. LLR again produces the larger drift reduction, but
here it erodes margin slack outright, with ∆λ̄ = −0.601,
while Coord holds margin slack at its baseline value. Coord
therefore produces both the larger survival-margin change
and the larger improvement in R50.

Architecture-matched robust encoders. We also com-
pare four robust encoders with architecture-matched stan-
dard counterparts based on ResNet-18, ConvNeXt-B, Swin-
B, and CLIP ViT-L/14. Across the four matched pairs, to-
taling 3,432 common clean-correct samples, all four robust
variants have zero collapse fromPGD-10×5 toPGD-200×5
at the primary radius. Their dominant coordinate movement
is increased margin slack, where ∆λ̄ ranges from +4.27 to
+39.18, while ∆ρ̄ ranges from −0.93 to +0.01. The shared
mechanism is therefore substantially greater survival slack,
accompanied by method-dependent drift changes.

In the two LoRA case studies, LLR primarily improves
robustness by reducing drift through local-linearity regu-
larization, while Coord combines drift reduction with ex-
plicit preservation of margin slack. The decomposition shows
whether improved budget stability is associated with greater
margin slack, lower drift, or both.

6 Related work
Adversarial robustness evaluation depends critically on at-
tack adequacy. Weak attacks, gradient obfuscation, and
poorly chosen attack configurations can substantially over-
estimate robustness (Uesato et al. 2018; Athalye, Carlini,
and Wagner 2018; Carlini et al. 2019). AutoAttack, Ro-
bustBench, and AttackBench improve evaluation reliability
through complementary attacks, standardized protocols, and

systematic comparisons of attack implementations (Croce
and Hein 2020; Croce et al. 2021; Cinà et al. 2025). Evalua-
tion efficiency has also motivated methods such as Minimum-
Margin Attack, which seeks reliable robustness estimates at
substantially lower computational cost (Gao et al. 2022). To-
gether, these works show that reported robustness depends
on both the strength of the evaluation and the protocol used
to obtain it.

Margins and local geometry have been widely used to
characterize robustness at the sample level. Local linear-
ity and curvature have been used as robustness regulariz-
ers (Qin et al. 2019; Moosavi-Dezfooli et al. 2019) and
to study instability in single-step adversarial training (An-
driushchenko and Flammarion 2020; Wong, Rice, and Kolter
2020; de Jorge Aranda et al. 2022). Sample-level robust-
ness measures and predictors use logit margins, local Lips-
chitz estimates, randomized smoothing, margin consistency,
or learned attackability signals to quantify vulnerability or
certified robustness (Weng et al. 2018; Tsuzuku, Sato, and
Sugiyama 2018; Cohen, Rosenfeld, and Kolter 2019; Ng-
nawé et al. 2024; Raina and Gales 2023). Our margin-drop
decomposition uses quantities already produced by a shallow
evaluation to characterize cross-budget fragility.

At the model level, large-scale robustness studies compare
architectures, pretraining strategies, adaptation methods, and
adversarially trained models through endpoint performance
(Tang et al. 2021; Goldblum et al. 2023; Shao et al. 2022;
Bai et al. 2021; Schlarmann et al. 2024; Mao et al. 2023;
Çağatan, Tal, and Gürsoy 2025; Salman et al. 2020). Our
evaluation focuses on how these model comparisons change
as the attack budget is increased. We use the decomposition to
compare how robustness interventions change margin slack,
drift, and the resulting survival margin.

7 Conclusion

Fixed-budget robustness rankings can change substantially
as the attack budget increases, and shallow survival rate
alone does not reveal which encoders are budget-fragile. Our
margin-drop decomposition retains three components of the
same evaluation record, which are margin slack, one-step
shortfall, and drift, with drift as the budget-dependent co-
ordinate. Across 42 pretrained frozen vision encoders, shal-
low drift consistently ranks later cross-budget collapse, with
the same pattern persisting across held-out encoders, an ℓ∞
evaluation, and multiple attack and uncertainty checks. The
ranking also prioritizes high-collapse encoders more effec-
tively than shallow survival when deep-evaluation capacity is
limited. The full decomposition further distinguishes fixed-
budget outcomes with different shortfall and drift structures,
and in intervention studies reveals whether robustness im-
provements arise from margin repair, drift repair, or changes
in both. Extending the analysis to a broader pool of adver-
sarially trained encoders and to end-to-end multimodal sys-
tems would test whether the same drift-based cross-budget
structure persists under different margin geometry and attack-
convergence regimes.
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Appendix organization
Appendix A specifies the encoder pool and evaluation
records. Appendix B gives notation, the identity derivation,
coordinate conventions, and the norm-general form. Ap-
pendix C reports PGD restart provenance, budget-transition
checks, one-budget predictor baselines, deep-reference com-
parisons, and selection sensitivity. Appendix D contains
held-out encoder validation, cross-radius checks, cross-norm
construction notes, and ImageNet-1K class-scale validation.
Appendix E reports directional-split details, matched pairs,
and lambda-band robustness. Appendix F gives perturbation-
vector geometry, and Appendix G gives sample-level flip
prediction. Appendix H contains intervention ablations
and closure checks. Appendix I reports dynamic-margin,
solver-variant, and head-seed checks. Appendix J reports
the standard top-1 CE/APGD check. Appendix K gives
representation-geometry context. Appendix L reports the ℓ∞
evaluation, including cross-norm rank consistency, a radius
sweep, the cancellation regime, and attack adequacy.

A Encoder pool and evaluation records
The 42-encoder primary pool spans convolutional, trans-
former, self-supervised, and multimodal encoders. The ana-
lytical n = 40 pool excludes CLIP-RN50 and CLIP-RN101,
whose R50 values are below 5%. The encoder pool draws
backbones from ResNet (He et al. 2016), ConvNeXt (Liu
et al. 2022), EfficientNet (Tan and Le 2019), DenseNet
(Huang et al. 2017), MobileNetV3 (Howard et al. 2019),
MLP-Mixer (Tolstikhin et al. 2021), DeiT (Touvron et al.
2021) and DeiT3 (Touvron, Cord, and Jégou 2022), Swin
(Liu et al. 2021), supervised ViT (Dosovitskiy et al. 2021),
DINO (Caron et al. 2021), DINOv2 (Oquab et al. 2024), and
CLIP (Radford et al. 2021). Table 3 groups the encoders by
family. Detailed per-encoder values of ρ̄10, κ̄, λ̄, R10, R50,
and R200 are provided in the accompanying code and data
artifact.

A.1 Evaluation sampling protocol
All encoders are evaluated on one fixed set of ImageNet-100
validation images, drawn with seed 42 at 10 images per class
over the 100 classes, which gives 994 images after the class-
balanced draw. The same image set is used for every encoder
and every budget, so encoder comparisons are paired at the
sample level. Coordinates are recorded on the clean-correct
subset for each encoder, which ranges from 851 to 975 images
with median 932, and the packaged primary record therefore
contains 39,172 encoder–sample rows.

Linear heads are trained on frozen features with cross-
entropy, AdamW, learning rate 10−3, weight decay 0, batch
size 1024, 100 epochs, and seed 42. Head-seed variability is
reported in Appendix I.3.

A.2 Runs per reported result
Each encoder–budget cell is one evaluation pass, which is
deterministic given the seed and already pools r restarts for
each of the two step sizes together with the one-step can-
didate. Encoder-level statistics are medians over the clean-
correct samples of that encoder, and reported intervals come

from family-cluster or paired bootstrap resampling. The in-
tervention cells are the exception and report four-seed means,
and the linear-head check in Appendix I.3 retrains three head
seeds on a 12-backbone subset.

A.3 Hyperparameter selection
On the evaluation side, the quantities varied during devel-
opment are the threat radius, the restart count, the step-
size set, and the PGD budget. The ℓ2 cross-radius grid is
ε ∈ {0.10, 0.15, 0.20, 0.30, 0.40} and the ℓ∞ radius sweep
is ε ∈ {0.25, 0.375, 0.5, 0.75, 1.0}/255. The reported oper-
ating points, ℓ2 ε = 0.25 and ℓ∞ ε = 0.375/255, were cho-
sen because they preserve non-degenerate shallow survival
across the pool, since a saturated pool compresses the col-
lapse target. The ε = 0.30 to ε = 0.40 pair in Appendix D.2
shows that saturation directly. Restart counts were tried at
1, 5, and 10, with 5 retained for the primary shallow and
deep budgets so that the two ends of the transition match
in restart count, and 10 used at the analytical PGD-50 bud-
get. The step-size set is fixed at {ε/4, ε/10} for every bud-
get. Budgets were run at k ∈ {5, 10, 20, 50, 100, 200, 500},
and PGD-200 was retained as the deep reference because
the PGD-500 collapse ranking agrees with it at Spearman
+0.996. Sensitivity to each of these choices is reported in
Appendices C, D, and L.

On the intervention side, the LoRA rank and the learning
rate are held fixed across both arms so that the compari-
son isolates the training objective. Rank was additionally ex-
plored at 2, 8, and 16 in preliminary runs of a different adapter
objective, and rank 4 was retained for the reported compari-
son. For the coordinate-targeted objective, the training bud-
get fraction was tried at 0.005 and 0.05, the inner-attack step
count at 5 and 10, and the guard weights at α ∈ {0, 0.1} and
β ∈ {0, 1}, where the zero settings are the unguarded ab-
lation reported in Appendix H.3. The retained setting is the
one that matches both arms on capacity, optimizer, training
budget, and inner-attack budget.

A.4 Computing infrastructure
Evaluations ran on Linux compute nodes with a single data-
center NVIDIA GPU per job, either an H100 or an H200,
with at least 80GB of device memory. The software environ-
ment is Python 3.13with PyTorch 2.11.0 built against CUDA
12.6, torchvision 0.26.0, timm 1.0.26, open_clip_torch 3.3.0,
transformers 4.57.1, NumPy 1.26.4, SciPy 1.17.1, scikit-
learn 1.8.0, pandas 2.3.3, and Matplotlib 3.10.8. A pinned
dependency list is included in the accompanying code and
data artifact. Per-encoder cost for the shallow-to-deep evalu-
ation ranges from 2.15 to 41.03 GPU-hours.

B Identity derivation and coordinate
conventions

Table 4 summarizes the notation used in the coordinate eval-
uation.

In the primary ℓ2 evaluation, the one-step perturbation
is δFGSM = −εg/∥g∥2, with g = ∇xGk⋆(x). An attack
reduces Gk⋆ , so the perturbation moves opposite to g. The
realized drops DFGSM and D

(k)
PGD are signed quantities. The



Table 3: Primary 42-encoder pool grouped by architecture family. The two encoders excluded from the analytical pool are
marked †.

Family Encoders Coverage
ResNet, timm RN18, RN34, RN50, RN101, RN152, Wide-RN50 supervised IN-1K
ConvNeXt ConvNeXt-T/S/B/L supervised IN-1K and IN-22K
EfficientNet EfficientNet-B0/B1/B3 supervised IN-1K
DenseNet, MobileNet, Mixer DenseNet-121/201, MobileNetV3-L, Mixer-B/16 supervised IN-1K
DeiT and DeiT3 DeiT-T/S/B, DeiT3-S/M/B/L supervised IN-1K
Swin and SwinV2 Swin-T/S/B, SwinV2-T supervised IN-1K and IN-22K
Supervised ViT ViT-T/S/B supervised IN-1K and IN-21K
DINO DINO ViT-S/16, DINO ViT-B/8, DINO ViT-B/16, DINO RN50 SSL IN-1K
DINOv2 DINOv2 ViT-S/14, DINOv2 ViT-B/14, DINOv2 ViT-L/14 SSL LVD-142M
CLIP CLIP ViT-B/16, CLIP ViT-L/14 multimodal LAION and WIT
Floor saturated CLIP-RN50†, CLIP-RN101† R50 < 5%

Table 4: Notation used in the coordinate evaluation. Bars denote encoder-level medians over clean-correct samples. Budget
subscripts refer to the stated PGD record and its restart count.

Symbol Meaning
Gk⋆ fixed-competitor pairwise margin zy − zk⋆

M clean margin Gk⋆(x)
Lp support-function attack scale, ε∥g∥2 for ℓ2 and ε∥g∥1 for ℓ∞
DFGSM, D

(k)
PGD measured one-step and budget-k margin drops

λ margin slack ratio M/Lp

κ one-step shortfall (Lp −DFGSM)/Lp

ρk drift, the additional normalized margin drop beyond the one-step perturbation at PGD budget k
∆ρk→k′ cross-budget drift change ρk′ − ρk
τk net residual ρk − κ
mk survival margin λ+ κ− 1− ρk
Rk robust retention at PGD budget k
∆R(k1 → k2) retention drop Rk1 −Rk2

identity holds for any DFGSM, D
(k)
PGD ∈ R. The candidate-

pooling convention defined in Section 2.1 ensures D(k)
PGD ≥

DFGSM, so the drift coordinate ρ defined in Section 2.2 is
nonnegative even though the underlying margin drops are
signed.

With Lp defined as the support-function scale, the
survival-margin identity follows by substitution:

Gk⋆(x+ δ
(k)
PGD) = M −D

(k)
PGD

= M −DFGSM − (D
(k)
PGD −DFGSM)

= M − Lp + (Lp −DFGSM)

− (D
(k)
PGD −DFGSM)

= Lp (λ− 1 + κ− ρ)

= Lp (λ+ κ− 1− ρ).

SinceLp > 0 on every retained sample,Gk⋆(x+δ
(k)
PGD) > 0

if and only if m > 0.

Support-function form. Here δFGSM denotes the clean-
start one-step linear maximizer defined in Section 2.1 for the
stated threat set. Section 2.1 defines the coordinates through
the support-function scale Lp = −⟨g, δFGSM⟩. The explicit
form for general ℓp threat sets is given below for reference.

For a threat set B, define

LB = max
δ∈B

−⟨g, δ⟩

and take a one-step linear attack perturbation δFGSM ∈
argmaxδ∈B −⟨g, δ⟩. WithDFGSM = M−Gk⋆(x+δFGSM)

and D
(k)
PGD = M − Gk⋆

(x + δ
(k)
PGD) for an iterative pertur-

bation δ
(k)
PGD, the definitions

λ =
M

LB
, κ =

LB −DFGSM

LB
,

ρk =
D

(k)
PGD −DFGSM

LB

give the same survival decomposition whenever LB > 0.
For an ℓp ball of radius ε, LB = ε∥g∥q , where q is the dual
exponent satisfying 1/p+ 1/q = 1.

Domain. The coordinates are defined when Lp > 0. For
the ℓ2 and ℓ∞ evaluations, this is equivalent to ∥g∥2 > 0. We
restrict the evaluation to clean-correct samples, M > 0, and
exclude samples with ∥g∥2 below floating-point precision.
The packaged primary coordinate record contains 39,172
clean-correct rows after this exclusion.



Signed κ. The term Lp − DFGSM keeps its sign. Sub-
stituting |Lp − DFGSM| would break the identity when
DFGSM > Lp. We observe κ < 0 on 2,741 samples and
κ > 1 on 0 samples in the packaged 39,172-row primary
coordinate record. The signed definition continues to satisfy
the identity on those samples.

Finite-step curvature sign. A second-order Taylor expan-
sion of Gk⋆ at x along δFGSM gives

DFGSM = Lp − 1
2δ

⊤
FGSMHMδFGSM +O(ε3),

where HM = ∇2
xGk⋆

(x) is the input-space Hessian of the
pairwise margin at x. The expansion gives a sign interpre-
tation. Positive κ means the second-order term offsets the
first-order margin decrease along the attack ray, so the re-
alized FGSM drop falls below the linear prediction. At the
primary ℓ2 radius ε = 0.25, κ is a finite-step sign diagnostic.

Head dependence. For a linear head, the input-space Hes-
sian expands as

HM =
∑
i

(wy,i − wk⋆,i)Hfi , (18)

where wy,i and wk⋆,i are the head weights for the true and
competitor classes, and Hfi is the input-space Hessian of
the i-th encoder feature. The head determines the pairwise
weights and the choice of k⋆.

Other protocol axes also enter the recorded coordinates,
where the radius rescalesLp, and PGD step and restart counts
determine the reported iterative perturbation, hence ρ.

C PGD budget checks and deep-reference
comparison

By construction, κ uses the clean gradient and the one-step
perturbation, so it does not depend on the PGD budget.

A 20-encoder diagnostic pool is used for restart and
budget-transition checks at 5 restarts, matching the primary
shallow budget in the main evaluation. We use PGD-10 as
the primary shallow budget because it matches the standard
PGD-10 evaluation convention while keeping cost low. A
restart sensitivity check at PGD-10 gives Spearman > 0.97
between ρ̄10 rankings at one restart and five restarts on the
diagnostic pool.

The same diagnostic pool gives the budget-transition
check used in the cross-budget analysis of Section 4.1. On
this 20-encoder pool, Spearman(ρ̄10, ρ̄200) = +0.914 and
Spearman(ρ̄10,∆ρ10→200) = +0.884, where ∆ρ10→200 is
the encoder-level median of ρ200 − ρ10.

Step-size and restart convention. For a budget written as
PGD-k× r, the r restarts are applied to each step size in the
stated step-size set. In the primary evaluation the step-size
set is {ε/4, ε/10}, soPGD-10×5 pools 10 PGD trajectories
plus the one-step perturbation. The first ε/4 trajectory starts
at zero. All other trajectories use random starts inside the ℓ2
ball. The reported PGD perturbation is the candidate with the
largest measured margin drop among all resulting trajectories
and the one-step perturbation.

Table 5: Restart provenance for the shallow drift statistic.
Each row reports the rank correlation for one restart setting
against the stated target.

Statistic Target n Spearman
ρ̄10×1 ∆R(PGD-10× 1 → PGD-200× 5) 42 +0.717
R10×1 ∆R(PGD-10× 1 → PGD-200× 5) 42 +0.031
ρ̄10×5 ∆R(PGD-10× 5 → PGD-200× 5) 42 +0.811
R10×5 ∆R(PGD-10× 5 → PGD-200× 5) 42 −0.006

C.1 Restart provenance for shallow drift
The primary ρ̄10 result uses PGD-10× 5, matched in restart
count to the PGD-200 × 5 deep reference. The one-restart
record is a lower-cost variant.

C.2 One-budget predictor baselines
Table 6 reports the one-budget predictor baselines used to
contextualize ρ̄10.

C.3 Deep-reference comparison and per-sample
puncture

We extend the evaluation to PGD-500 × 5 on the full 42-
encoder pool. The PGD-10 × 5 → PGD-200 × 5 and
PGD-10 × 5 → PGD-500 × 5 collapse rankings agree at
Spearman +0.996, which supports PGD-200 as the deep
reference used in the primary analysis. The primary target
remains PGD-200.

For the per-sample puncture analysis, we use a five-
encoder diagnostic subset selected to span the encoder-level
drift range, ρ̄50 ∈ [0.19, 1.87], where deeper-budget dis-
agreement is most likely. The subset is DINO ViT-S/16,
DeiT3 ViT-B/16, ConvNeXt-L, ViT-B/16, and Swin-B. For
each sample passing PGD-200 on this subset, we bin by
(κ200, ρ200) and report Pr(fail500 | pass200) per corner bin.
We label the four corner bins by which coordinate is high or
low, namely flat (κ < 0.3, ρ < 0.3, neither shortfall nor drift
realized), shortfall only (κ > 0.7, ρ < 0.3, large one-step
shortfall but little drift), drift only (κ < 0.3, ρ > 0.7, little
one-step shortfall but large drift), and cancellation (κ > 0.7,
ρ > 0.7, both effects large). The four corner bins cover 25%
to 52% of clean-correct samples per encoder. Samples whose
(κ, ρ) falls in the middle band on either coordinate are omit-
ted from this corner-bin summary.

The cancellation bin’s CI is disjoint from each of the other
three. Cancellation samples sit near λ + κ ≈ 1 + ρ, where
additional PGD drop under the deeper budget is most likely
to cross the survival boundary.

C.4 Selection sensitivity
Section 4.3 reports one prioritization operating point, which
sends the 11 encoders with the largest ρ̄10 to the deep eval-
uation and recovers 11 of the 17 encoders that lose at least
20 percentage points. We vary the fragility threshold and the
deep-evaluation capacity together, and we compare against
ranking by the shallow survival rate R10, which sends the
highest-scoring encoders forward. Writing F for the set of
encoders whose collapse reaches the threshold, each cell of



Table 6: One-budget predictors of ∆R(PGD-10× 5 → PGD-200× 5). ρ̄50 gives the gain from a deeper analytical budget on
the n = 40 subset where the PGD-50 record is present.

Predictor n Spearman ROC-AUC at ≥ 20 pp Required record
ρ̄50 40 +0.867 0.941 PGD-50× 10 + FGSM margins
ρ̄10 42 +0.811 0.894 PGD-10× 5 + FGSM margins
median raw (D

(10)
PGD −DFGSM) 42 +0.580 0.821 PGD-10× 5 + FGSM margins

τ̄10 42 −0.013 0.525 PGD-10× 5 + FGSM margins
λ̄ 42 −0.020 0.511 clean margin + gradient scale
R10 42 −0.006 0.480 PGD-10× 5 survival rate

Table 7: Deep-budget puncture rate by corner bin. Samples whose (κ, ρ) falls in the middle band on either coordinate are omitted
from this summary.

Bin n pass200 punctured rate 95% CI
flat, κ < 0.3, ρ < 0.3 478 0 0.00% [0.00, 0.77]
shortfall only, κ > 0.7, ρ < 0.3 81 8 9.88% [4.36, 18.54]
drift only, κ < 0.3, ρ > 0.7 138 10 7.25% [3.53, 12.92]
cancellation, κ > 0.7, ρ > 0.7 283 79 27.92% [22.77,33.53]

Table 8 reports how many members of F drift ranking re-
covers, how many survival-rate ranking recovers, and the
expectation c|F|/n under uniform random selection at ca-
pacity c.

Drift ranking recovers more budget-fragile encoders than
survival-rate ranking in every cell. Survival-rate ranking
stays near the random-selection expectation throughout and
falls below it in 54 of the 70 cells spanned by the three deep
budgets, which is consistent with the encoder-level Spearman
of −0.006 between R10 and the collapse target.

Substituting a different deep budget preserves the ordering.
Repeating the grid against PGD-50×10 on the n = 40 pool
where that record is present, and against PGD-100 on the
n = 20 diagnostic pool, leaves no cell in which survival-rate
ranking recovers as many budget-fragile encoders as drift
ranking, so the 70 cells contain no exception.

D Protocol-variant and class-scale checks
Family-cluster bootstrap. Family clusters are defined by
architecture and pretraining family, which are CLIP / mul-
timodal, ConvNeXt, EfficientNet / DenseNet / MobileNet /
Mixer, ResNet / Wide-ResNet, self-supervised DINO / DI-
NOv2, supervised ViT / DeiT / DeiT3, and Swin / SwinV2.
The interval in Table 1 uses 10,000 bootstrap resamples.
Each resample draws families with replacement, then draws
encoders within each selected family with replacement, and
recomputes the primary Spearman statistic. We report the
percentile 95% interval.

D.1 Held-out encoder validation
We evaluate a held-out encoder pool with the same
ImageNet-100, ℓ2, ε = 0.25,PGD-10×5, andPGD-200×5
protocol used in the primary evaluation. All 12 held-out lin-
ear heads train successfully. The reported ranking pool con-
tains 11 held-out encoders with PGD-200 records.

The conditional target is Pr(fail200 | pass10). The held-
out pool serves as a ranking-transfer check.

D.2 Cross-radius sensitivity
The primary ℓ2 cross-ε analysis uses the analytical
n = 40 pool and PGD-50 × 10 evaluation at ε ∈
{0.10, 0.15, 0.20, 0.30, 0.40}. For each pair ε0 < ε1, the
flip rate is Pr(failε1 | passε0). We rank encoders by ρ̄50(ε0)
and compare against that flip rate.

The ε0 = 0.10 to ε1 = 0.15 pair gives Spearman +0.727,
p < 10−4. Controlling for λ̄(ε0) gives partial Spearman
+0.726. Across the ten increasing pairs from the five-radius
grid, nine reach Spearman ≥ +0.5 with p < 0.05 and the
mean is +0.615. The ε = 0.30 to ε = 0.40 pair is saturated
because most encoders fail at the larger radius. The cross-ε
extrapolation uses the PGD-50 analytical budget.

D.3 Cross-norm coordinate construction
The coordinate construction extends to general ℓp threat mod-
els through the support-function form in Appendix B. Ap-
pendix L reports the full ℓ∞ evaluation.

D.4 ImageNet-1K class-scale validation
We extend the class-scale validation to ImageNet-1K
through two complementary checks. First, a full 42-
encoder ImageNet-1K PGD-10 × 5 coordinate record af-
ter training 1000-way linear heads gives ranking trans-
fer Spearman +0.954 for ρ̄10 and +0.934 for R10. Sec-
ond, an 8-encoder ImageNet-1K PGD-200 record gives
Spearman(ρ̄10,∆R) = +0.905, providing a class-scale
check of the shallow drift at the deeper budget under the
larger class set. The PGD-200 pilot records are reported for
these encoders.

E Directional-split details
Table 11 reports the marginal and partial rank statistics be-
hind the scalar-residual comparison. Figure 4 visualizes the
same statistics as a forest plot.



Table 8: Selection sensitivity against the PGD-10×5 → PGD-200×5 collapse target on the 42-encoder pool. Each cell reports
drift ranking, survival-rate ranking, and the uniform random expectation, in that order. The threshold row 20 pp and capacity
column 11 is the operating point reported in Section 4.3.

Deep-evaluation capacity c

Threshold |F| 5 8 11 15 21

10 pp 29 5 / 3 / 3.5 8 / 5 / 5.5 11 / 7 / 7.6 15 / 10 / 10.4 21 / 16 / 14.5
15 pp 24 5 / 3 / 2.9 8 / 4 / 4.6 11 / 6 / 6.3 15 / 9 / 8.6 21 / 13 / 12.0
20 pp 17 5 / 2 / 2.0 8 / 3 / 3.2 11 / 5 / 4.5 12 / 6 / 6.1 15 / 9 / 8.5
25 pp 14 5 / 1 / 1.7 8 / 2 / 2.7 10 / 3 / 3.7 11 / 4 / 5.0 13 / 7 / 7.0
30 pp 12 4 / 0 / 1.4 7 / 1 / 2.3 9 / 2 / 3.1 10 / 3 / 4.3 11 / 6 / 6.0

Table 9: Held-out encoder validation checks under the pri-
mary ℓ2 protocol.

Check Statistic Result

Collapse ranking Spearman +0.882, p = 3.30×10−4

Bootstrap interval 95% CI [+0.479,+1.000]
Conditional collapse Spearman +0.855, p = 8.07×10−4

−0.5 0.0 0.5 1.0
Spearman / partial Spearman with ΔR

τ̄10

κ̄

̄ρ10

κ̄ ∣ ̄ρ10

̄ρ10 ∣ κ̄

-0.083
[-0.40, +0.26]

+0.776
[+0.57, +0.89]

+0.805
[+0.57, +0.94]

+0.316
[-0.07, +0.68]

+0.694
[+0.46, +0.85]

Figure 4: Marginal and partial rank statistics on the analytical
n = 40 subset. Points show Spearman or partial-Spearman
correlations with ∆R(PGD-10×5 → PGD-200×5). Bars
show 95% bootstrap confidence intervals. Rows of the form
a | b report the partial rank correlation for a after controlling
for b. The same values are tabulated in Table 11.

Table 12 reports the encoder pairs satisfying |∆τ̄10| <
0.05 and |∆ρ̄10| > 0.5 on the analytical n = 40 pool.

E.1 Robustness across lambda bands
Section 4.2 reports the τ10 ∈ [−0.1,+0.1] band on DeiT3
ViT-B/16. Alternative λ bands keep the same ordering.

Within the τ -matched band, high κ also implies high ρ
because ρ = τ+κ. In this band, the split indexes cancellation.

F Perturbation-vector geometry of drift
The drift terminology defined in Section 2.2 reflects how
the selected PGD perturbation moves relative to the ini-

tial gradient ray. We provide sample-level support through a
perturbation-vector analysis. We saved perturbation vectors
for six representative encoders and 100 clean-correct sam-
ples per encoder. For each sample, the saved quantities are the
initial attack ray u1 = −g/∥g∥2, the selected PGD-10 × 5
perturbation, and the selected PGD-200 × 5 perturbation.
We report derived geometry summaries below. The accom-
panying code and data artifact contains the summary records
used here.

For a selected PGD perturbation δ
(k)
PGD, define

α =
⟨δ(k)PGD, u1⟩

ε
, r⊥ =

∥δ(k)PGD − εαu1∥2
ε

.

We also evaluate the pairwise margin at the on-ray projection
δonα = εαu1, define

Donα = M −Gk⋆(x+ δonα),

and decompose the extra PGD-over-one-step drop as

DPGD −DFGSM =
(
Donα −DFGSM

)
+
(
DPGD −Donα

)
.

The first term is the on-ray component of the decomposition.
It can in principle be negative because δonα is the on-ray pro-
jection of the PGD perturbation, not the on-ray maximizer.
The second term is the off-ray contribution. Only the total
DPGD−DFGSM is guaranteed nonnegative by the candidate-
set convention. Figure 5 summarizes the saved-vector geom-
etry and gain-decomposition results.

The off-ray gain component is the dominant contributor
to ρ10 in this saved-vector analysis, supporting the survival-
margin role of the drift coordinate.

Binning samples by ρ10 shows that both perpendicular
displacement and off-ray gain increase across the drift co-
ordinate. The median normalized on-ray components in the
low, mid, and high ρ10 bins are−0.046,−0.081, and−0.122,
respectively.

Among shallow survivors, samples later punctured by
PGD-200 already show larger ρ10, larger perpendicular
movement, and larger off-ray gain at the shallow budget.

We treat this analysis as sample-level geometry context for
the drift coordinate.

G Per-sample flip prediction
We also test whether sample-level coordinates predict which
PGD-10 survivors are punctured by PGD-200. The target is



Table 10: ImageNet-100 and ImageNet-1K records for the encoders in the class-scale check.

Encoder ρ̄IN100
10 ∆RIN100 ρ̄IN1K

10 ∆RIN1K n IN-1K
DINO ViT-S/16 +0.16 +2.0 pp +0.18 +2.8 pp 3589
EfficientNet-B0 +0.18 +3.4 pp +0.16 +1.9 pp 3800
DINOv2 ViT-S/14 +0.41 +11.4 pp +0.39 +6.8 pp 3934
DeiT3 ViT-B/16 +0.43 +15.5 pp +0.39 +13.2 pp 4185
CLIP ViT-B/16 +0.49 +17.6 pp +0.45 +6.6 pp 3741
ConvNeXt-T +0.57 +30.5 pp +0.51 +15.2 pp 4064
ViT-B/16 +0.68 +51.7 pp +0.52 +35.3 pp 4214
Swin-B +0.94 +45.4 pp +0.53 +35.3 pp 4098

Table 11: Directional rank statistics for ∆R(PGD-10×5 →
PGD-200× 5) on the n = 40 analytical subset. Marginally,
τ̄10 has no rank signal while κ̄ and ρ̄10 both rank collapse.
Partial ranks concentrate the encoder-level signal in ρ̄10.

Statistic Conditioning Rank correlation [95% CI]
τ̄10 marginal −0.083 [−0.40,+0.26]
κ̄ marginal +0.776 [+0.57,+0.89]
ρ̄10 marginal +0.805 [+0.57,+0.94]
κ̄ controlled for ρ̄10 +0.316 [−0.07,+0.68]
ρ̄10 controlled for κ̄ +0.694 [+0.46,+0.85]

Table 12: Encoder pairs matched on the net residual, sat-
isfying |∆τ̄10| < 0.05 and |∆ρ̄10| > 0.5 on the analytical
n = 40 pool. Pairs share encoders, so the table is a within-
pool summary.

Encoder A Encoder B ∆τ̄10 ∆ρ̄10 ∆∆R

DINO ViT-S/16 SwinV2-Tiny −0.023 −0.587 −37.4 pp
DINO ViT-B/16 SwinV2-Tiny −0.033 −0.579 −36.9 pp
DINO ViT-B/8 SwinV2-Tiny +0.014 −0.622 −36.2 pp
EfficientNet-B0 SwinV2-Tiny +0.020 −0.564 −36.0 pp
DeiT-Base EfficientNet-B1 −0.040 +0.511 +35.8 pp
DeiT-Base DINO ViT-B/8 +0.024 +0.610 +35.2 pp
DeiT-Base EfficientNet-B0 +0.018 +0.552 +34.9 pp
DINO ViT-S/16 Swin-Tiny −0.046 −0.512 −31.3 pp
DINO ViT-B/8 Swin-Tiny −0.009 −0.548 −30.1 pp
Mixer-B/16 Swin-B −0.019 −0.515 −27.7 pp

Table 13: Flat and cancellation survival across alternative λ
bands on DeiT3 ViT-B/16.

λ band flat n, pass200 cancel n, pass200 gap
[1.0, 4.0] 12, 91.7% 18, 33.3% +58.3 pp
[1.5, 3.5] 9, 100.0% 11, 36.4% +63.6 pp
[1.0, 3.0] 10, 90.0% 11, 18.2% +71.8 pp

Table 14: Rank statistics for the saved perturbation-vector
geometry analysis.

Statistic Spearman p n
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Figure 5: Perturbation-vector geometry analysis on six rep-
resentative encoders and 600 clean-correct samples. (Top)
Selected PGD perturbations are projected into components
parallel and perpendicular to the initial gradient ray. (Bot-
tom) Decomposing the PGD-over-one-step margin drop by
ρ10 tertiles shows that the off-ray component accounts for
most of the increase, while the on-ray projection component
can be negative because the projection is not the on-ray max-
imizer.

⊮[pass10 = 1, fail200 = 1] among shallow-budget survivors.
Among the simple scores compared below, ρ10−m10 reaches



Table 15: Perpendicular displacement and off-ray gain by ρ10
tertile.

ρ10 bin median ρ10 median r⊥,10 median off-ray gain / Lp

low 0.139 0.463 0.185
mid 0.290 0.849 0.367
high 0.748 0.878 0.880
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Figure 6: Per-sample flip rate for the score ρ10−m10 among
PGD-10 survivors. Points show observed pass-10 to fail-200
flip rates within equal-count score bins, plotted against the
bin-median score. Error bars show 95% binomial confidence
intervals. The score reaches pooled AUC 0.824 for predicting
pass-10 to fail-200 flips.

pooled AUC 0.824 on 21,636 pass-10 samples and 7,896
pass-10 to fail-200 flips. Figure 6 shows a binned flip-rate
curve for this sample-level flip score.

H Intervention evaluation details
This section records the intervention cells used by the in-
tervention analysis in Section 5. Table 18 summarizes the
intervention cells that connect margin-side repair, generic
flattening, and coordinate-targeted repair, and Figure 7 plots
the ViT-B/16 budget closure together with the correspond-
ing coordinate path. The accompanying code and data artifact
provides the per-cell records.

Training hyperparameters. Both LoRA interventions use
rank 4 adapters, AdamW at learning rate 10−4, batch size
24, one epoch over 5% of the ImageNet-100 training split,
and a 10-step inner attack. The coordinate-targeted objective
runs its inner attack under the evaluation threat model at ℓ2
ε = 0.25, while local-linearity regularization uses its own
perturbation scale of ℓ∞ 4/255 for the gradient-agreement
term. The coordinate-targeted penalty weights are α = 0.1
and β = γ = 1 with tolerances ηκ = ηλ = 0.05. The four
reported seeds are 1 through 4. Encoder parameters outside
the adapters and the linear head stay frozen.

Matched evaluation subsets. Intervention effects are
computed on matched baseline–intervention subsets. For
Swin-B, the baseline, LLR, and Coord evaluations share a
common set of 952 clean-correct samples. For ViT-B/16,
each method–seed pair uses its own matched subset of 957
to 967 samples, and the baseline is recomputed on that same
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Figure 7: Coordinates separate drift repair from survival-
margin repair. (Top) On ViT-B/16, both interventions
improve pairwise robust retention across PGD-10 × 5,
PGD-50×10, andPGD-200×5, with stronger deep-budget
retention for Coord. (Bottom) Component-median move-
ments show that larger drift reduction can yield a smaller
survival-margin gain when margin slack is eroded. Dashed
diagonals are visual guides for combined slack-and-drift
movement. Exact ∆m̄ values are computed per sample be-
fore aggregation, with ∆κ̄ outside this two-coordinate plane.
Labeled ∆m̄ values are median per-sample changes.

subset before forming ∆R50 and the coordinate changes.
The corresponding baseline R50 values range from 17.08%
to 17.19% across these subsets. All reported intervention
deltas are therefore within-subset changes.

H.1 ViT-B/16 closure at PGD-200
Paired bootstrap CIs on the per-sample collapse rate
Pr(pass10 ∧ fail200) give −14.01 pp [−17.43,−10.54] for
LoRA + LLR versus baseline, −17.77 pp [−21.50,−14.04]
for Coord versus baseline, and −3.73 pp [−5.91,−1.58] for
Coord versus LoRA + LLR. The intervention statistic ∆m̄ is
the median of per-sample survival-margin changes. Compo-
nent medians are reported as a coordinate path. The identity
holds per sample before taking medians.



Table 16: Saved-vector geometry for shallow survivors, grouped by their deep-budget outcome.

Group n median ρ10 median r⊥,10 median off-ray gain / Lp

pass10 and pass200 236 0.219 0.563 0.308
pass10 and fail200 142 0.396 0.930 0.439
fail10 222 0.347 0.852 0.459

Table 17: Per-sample flip prediction for simple scores among
PGD-10 survivors.

Score pooled AUC median within-encoder AUC
ρ10 −m10 0.824 0.856
raw FGSM-PGD gap 0.820 0.831
κ10 0.768 0.642
−m10 0.755 0.851
ρ10 0.745 0.657
−λ 0.695 0.770
τ10 0.480 0.521

H.2 Closure-fairness controls
The ℓ2-matched LLR variant gives smaller survival-margin
improvement than Coord. The ρ-penalty ablation stays at
baseline collapse. The coordinate-targeted objective gives
the closure effect.

H.3 Guard-term ablation for the coordinate
objective

The coordinate-targeted objective includes guard terms for
κ and λ. The four-seed head-to-head uses penalty weights
α = 0.1, β = γ = 1, and tolerances ηκ = ηλ = 0.05. The
ablation below compares one guarded cell and one unguarded
cell at the same LoRA capacity, optimizer, training budget,
and evaluation as the four-seed head-to-head.

The guard term is treated as an ablation check. Under the
tested rank 4LoRA capacity, guarded and unguarded variants
produce similar coordinate movement. The main comparison
to LoRA + LLR uses the guarded four-seed cell.

H.4 Swin-B head-to-head
On Swin-B, generic flattening pays a large λ̄ cost while Coord
holds λ̄ near baseline, which gives the larger retention gain.

H.5 ViT-B/16 closure at PGD-500
Here collapse500 denotes the per-sample pass-10 to fail-500
collapse rate, Pr(pass10 ∧ fail500), paralleling the collapse
rate in Appendix H.1. The PGD-500 check uses one seed
per method. The PGD-500 baseline uses the full primary
split rather than the intervention-construction subset, so R10

and R200 differ slightly from Appendix H.1. The four-seed
PGD-200 comparison is the intervention measurement.

I Additional full-pool validation checks
I.1 Dynamic all-class coordinate recomputation
We recompute the coordinate record using the dynamic all-
class margin Gall(u) = zy(u) − maxj ̸=y zj(u). We write
ρ̄all,10 for the encoder-level median of ρ computed under the

dynamic all-class marginGall atPGD-10×5. On the full 42-
encoder ImageNet-100 pool, ρ̄all,10 ranks dynamic collapse
from PGD-10 × 5 to PGD-200 × 5 at Spearman +0.797
(p = 2.76 × 10−10). The pairwise and dynamic-all-class
drift rankings are nearly identical, with Spearman +0.996.
This check indicates that the main ranking signal is not an
artifact of fixing the clean nearest competitor.

I.2 Pairwise APGD solver variant
We rerun the fixed-competitor pairwise evaluation with an
Auto-PGD (APGD) solver at budgets 10×5 and 100×5. We
write ρ̄APGD,10 for the encoder-level median of ρ measured
under the APGD solver at 10 × 5. On the full 42-encoder
pool, ρ̄APGD,10 ranks APGD collapse at Spearman +0.806
(p = 1.25 × 10−10). The primary PGD and APGD drift
rankings transfer at Spearman+0.980. Thus the drift ranking
is stable under this solver variant.

I.3 Linear-head seed variability
We train three ImageNet-100 linear-head seeds on a repre-
sentative 12-backbone subset and rerun the PGD-10 × 5
coordinate evaluation. The seed-specific ρ̄10 rankings agree
with the primary ranking at Spearman +0.993, +1.000, and
+1.000. The median within-backbone standard deviation of
ρ̄10 across seeds is 0.00103. Thus the drift ranking is stable
to linear-head seed variation in this subset.

J Standard-attack alignment checks
We re-run untargeted cross-entropy APGD at ℓ2, ε =
0.25 with step counts {10, 100}. On the full 42-encoder
pool, the encoder-level pairwise-margin ρ̄10 from the pri-
mary PGD-10 pipeline ranks the standard top-1 collapse
∆Rtop1(10 → 100) at Spearman +0.833, p = 8.1× 10−12.
The PGD-10 top-1 survival rate is uninformative for the
same target, with Spearman +0.061. The full 42-encoder
CE/APGD records are provided in the accompanying code
and data artifact. HereRuntarg,k denotes top-1 robust retention
under the untargeted CE/APGD attack with k steps. Table 24
shows the original 11-encoder subset used for the per-encoder
records, where ρ̄10 ranks ∆Runtarg(PGD-10 → PGD-100)
at Spearman +0.900, p = 1.6× 10−4.

K Representation-geometry correlation
We compute the within-class scatter ratio NC1 (Papyan,
Han, and Donoho 2020) on each encoder’s frozen ImageNet-
100 validation features. Across the analytical n = 40 pool,
smaller NC1 is associated with larger κ̄ and ρ̄ in tan-
dem. Spearman(NC1, κ̄) = −0.562, p = 0.0002, and
Spearman(NC1, ρ̄) = −0.492, p = 0.0012. The same cor-
relation against the encoder-level median of τi = ρi − κi is



Table 18: Intervention classes read through the survival-margin coordinates. Margin-head retraining deltas are n = 13 encoder
medians from the intervention-construction pool. LoRA + LLR and Coord deltas are four-seed means on ViT-B/16 at matched
LoRA rank, optimizer, training budget, and PGD-50× 10 evaluation.

Intervention ∆λ̄ ∆κ̄ ∆ρ̄ ∆m̄ ∆R50 Repairs
Margin head retrain +0.396 −0.043 −0.161 +0.514 +10.3 pp margin
LoRA + LLR on ViT-B/16 +0.079 −0.085 −0.491 +0.485 +27.9 pp drift via flattening
Coord on ViT-B/16 +0.400 −0.053 −0.337 +0.687 +33.3 pp survival margin

Table 19: Per-seed ViT-B/16 pairwise robust retention at the three evaluation budgets.

Method seed R10 R50 R200 ∆R(10 → 200)

baseline n/a 61.20% 17.35% 8.31% 52.89 pp
LoRA + LLR default 72.66% 44.37% 31.13% 41.54 pp
LoRA + LLR 1 71.19% 46.79% 34.07% 37.12 pp
LoRA + LLR 2 73.19% 46.16% 34.28% 38.91 pp
LoRA + LLR 3 71.50% 44.69% 33.44% 38.07 pp
LoRA + LLR mean 72.13± 0.94% 44.50± 1.04% 33.23± 1.45% 38.91± 1.90 pp
Coord 1 72.66% 52.37% 38.07% 34.60 pp
Coord 2 73.40% 51.31% 38.38% 35.02 pp
Coord 3 73.29% 50.37% 37.12% 36.17 pp
Coord 4 73.08% 50.47% 38.17% 34.91 pp
Coord mean 73.11± 0.33% 51.13± 0.92% 37.93± 0.56% 35.17± 0.69 pp

Table 20: Closure-fairness controls. Each row is one control condition at matched capacity, optimizer, training budget, and
evaluation.

Method ∆λ̄ ∆κ̄ ∆ρ̄ ∆m̄ ∆R(10 → 200) collapse
LLR, ℓ∞ original +0.079± 0.025 −0.085± 0.007 −0.491± 0.029 +0.485± 0.033 38.9± 1.9 pp 38.9%
LLR, ℓ2 threat-matched +0.350± 0.004 −0.052± 0.006 −0.238± 0.028 +0.536± 0.027 40.4± 1.2 pp 40.4%
ρ-penalty ablation +0.018± 0.007 −0.003± 0.001 +0.015± 0.015 +0.000± 0.010 51.6± 0.5 pp 51.6%
Coord, full objective +0.400± 0.025 −0.053± 0.004 −0.337± 0.016 +0.687± 0.018 35.2± 0.7 pp 35.2%

Table 21: Guard-term ablation. One guarded and one un-
guarded cell at matched LoRA capacity, optimizer, training
budget, and evaluation.

Cell ∆λ̄ ∆κ̄ ∆ρ̄ ∆R50

guarded, β = γ = 1 +0.400 −0.059 −0.326 +34.5 pp
unguarded, β = γ = 0 +0.310 −0.048 −0.321 +31.8 pp

−0.133, p = 0.41. The representation-level pattern is consis-
tent with residual compression, since NC1 correlates with κ̄
and ρ̄ separately, while its correlation with their net residual
τ̄ is small and statistically unresolved.

L ℓ∞ evaluation
The coordinate construction extends to ℓ∞ through the
support-function form (Appendix B). For this threat model,
the one-step perturbation is

δFGSM = −ε sign(g),

so the support-function scale is Lp = ε∥g∥1. PGD candi-
dates are selected with the same best-drop fixed-competitor

convention as in Section 2.1. The ℓ∞ solver projects to the
ℓ∞ ball after each step and clips inputs to [0, 1]. The step-
size set remains {ε/4, ε/10}, and the restart convention fol-
lows Appendix C. We run the full 42-encoder pool at ℓ∞
ε = 0.375/255 with PGD-10× 5 and PGD-100× 5.

L.1 Primary result
Shallow drift ρ̄ℓ∞10 ranks ℓ∞ cross-budget collapse
∆Rℓ∞(PGD-10×5 → PGD-100×5) at Spearman+0.819,
p = 3.4× 10−11.

The largest ℓ∞ collapses are at ViT-B/16 (27.7 pp), Swin-
Small (27.0 pp), and Swin-Base (25.7 pp). Low-collapse en-
coders include DINO ViT-B/16 (1.7 pp), EfficientNet-B0
(1.8 pp), and DINO ViT-S/16 (2.8 pp), matching the ℓ2 low-
collapse encoders.

L.2 Cross-norm rank consistency
On the same 42-encoder pool, Spearman(ρ̄ℓ210, ρ̄

ℓ∞
10 ) =

+0.972 (p = 1.03 × 10−26, 95% CI [+0.927,+0.987]) at
the ℓ∞ operating radius ε = 0.375/255. Table 25 reports
cross-norm rank consistency across ℓ∞ radii, with ρ̄ℓ210 fixed
at ℓ2 ε = 0.25.



Table 22: Swin-B head-to-head coordinate deltas at PGD-50× 10.

Encoder and method ∆λ̄ ∆ρ̄ ∆m̄ Retention effect
Swin-B, LLR −0.601 −1.015 +0.466 +7.5 pp
Swin-B, Coord +0.003 −0.541 +0.666 +25.7 pp

Table 23: ViT-B/16 closure extended to PGD-500.

Cell R10 R200 R500 ∆R(10 → 200) ∆R(10 → 500) collapse500
baseline 60.2% 8.2% 5.9% +52.0 pp +54.3 pp 54.8%
LoRA + LLR, seed 1 70.4% 33.7% 28.5% +36.7 pp +41.9 pp 42.1%
Coord, seed 1 71.5% 37.4% 32.5% +34.0 pp +39.0 pp 39.4%

Table 24: Original 11-encoder subset used for the standard
top-1 CE/APGD per-encoder records.

Backbone ρ̄pairwise
10 Runtarg,10 Runtarg,100 ∆Runtarg

dino_vits16 0.162 81.6% 80.5% +1.1 pp
efficientnet_b0 0.185 60.7% 58.0% +2.7 pp
resnet18 0.288 39.8% 38.1% +1.7 pp
dino_resnet50 0.352 45.0% 32.2% +12.9 pp
dinov2_vitb14 0.354 58.8% 48.5% +10.3 pp
resnet50_timm 0.411 48.7% 36.4% +12.3 pp
deit3_vitb16 0.435 74.0% 55.7% +18.2 pp
clip_vitb16 0.487 21.2% 7.8% +13.4 pp
convnext_small 0.497 55.5% 28.0% +27.6 pp
deit_tiny 0.513 35.0% 16.9% +18.1 pp
convnext_tiny 0.566 48.4% 22.1% +26.3 pp

Table 25: Cross-norm rank consistency across ℓ∞ radii, with
ρ̄ℓ210 fixed at ℓ2 ε = 0.25.

εℓ∞ (in 1/255) n Spearman(ρ̄ℓ210, ρ̄
ℓ∞
10 ) p

0.25 42 +0.903 3.1× 10−16

0.375 42 +0.972 1.0× 10−26

0.5 42 +0.933 2.4× 10−19

0.75 42 +0.810 8.3× 10−11

1.0 42 +0.623 1.1× 10−5

Cross-norm rank consistency exceeds+0.90 across εℓ∞ ∈
{0.25, 0.375, 0.5}/255 and remains positive at all tested
radii. The attenuation at ε ≥ 0.75/255 follows retention
floor compression (median Rℓ∞

10 near 15% or below).

L.3 Radius sweep

The ℓ∞ within-norm collapse ranking also varies with radius.
Table 26 reports median retention and the Spearman correla-
tion between ρ̄ℓ∞10 and∆Rℓ∞(PGD-10×5 → PGD-100×5)
for each radius.

The within-norm Spearman declines monotonically with
ε, following retention floor compression. At ε = 0.375/255,
medianRℓ∞

10 = 48.7%, giving collapse variation comparable
to the primary ℓ2 regime.

Table 26: Within-norm ℓ∞ radius sweep. Median retention
and the rank correlation with within-norm collapse at each
radius.

ε (in 1/255) median R10 median R100 median collapse Spearman
0.25 66.69% 56.05% 6.81 pp +0.842
0.375 48.71% 33.89% 9.75 pp +0.819
0.5 33.35% 17.80% 10.66 pp +0.696
0.75 15.13% 4.68% 6.40 pp +0.447
1.0 6.15% 1.32% 3.75 pp +0.388

Table 27: Encoder-level coordinates at ℓ∞ ε = 1/255 show-
ing the cancellation pattern.

Encoder τ̄ κ̄ ρ̄ regime
DINO ViT-S/16 0.51 0.08 0.60 drift
ResNet-50 0.23 0.92 1.15 cancellation
CLIP ViT-B/16 0.07 0.87 0.94 cancellation

L.4 Cancellation regime at ℓ∞
At ℓ∞ ε = 1/255, encoder-level coordinates show the can-
cellation pattern described in Section 4.2:

ResNet-50 and CLIP show low τ̄ produced by offsetting
high κ̄ and high ρ̄, instantiating the cancellation regime in a
different threat model.

L.5 Attack adequacy at ℓ∞
AutoAttack targets top-1misclassification, whereas our eval-
uation optimizes the fixed-competitor pairwise margin, so
we use this comparison as an attack-adequacy sanity check
for the recorded pairwise objective. As a high-radius stress
check, on 8 representative encoders at ℓ∞ ε = 1/255, fixed-
competitor pairwise PGD finds a deeper margin drop than
untargeted AutoAttack on 68–89% of clean-correct samples.
The comparison indicates that the fixed-competitor pairwise-
margin record is not dominated by a standard untargeted
attack under the same threat model.


